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Abstract 
 
The rapid progress in nanofabrication technologies has led to the emergence of new classes of nanodevices, 
in which the quantum nature of charge carriers dominates the device properties and performance. The device 
sizes have already reached the level of hundreds down to even tens of nanometers, where the atomistic 
granularity of constituent materials cannot be neglected. This has led to new challenges in Computational 
Nanotechnology. The main goal of this paper is to present new capabilities that have been added a 
simulation code, NEMO3-D to make it one of the premier simulation tools for design and analysis of 
realistically-sized nanoelectronic devices, and therefore to make it a valid tool for the computational 
nanotechnology community. Memory requirements for strain and electronic structure calculations are 
described. Computational performance experiments are conducted on several cluster (Intel Xeon, Apple G4) 
and shared-memory (IBM Regatta) architectures. The simulation of electronic structure in a 21-million 
system is demonstrated which corresponds to a complex Hermitian matrix of order 4 x 108. 
 

1   Introduction 
The rapid progress in nanofabrication technologies has led to the emergence of new classes of 

nanodevices, in which the quantum nature of charge carriers dominates the device properties and 
performance. The device sizes have already reached the level of hundreds down to even tens of nanometers, 
where the atomistic granularity of constituent materials cannot be neglected: effects of surface roughness, 
unintentional doping, or distortions of the crystal lattice, if not taken into account, can have a deleterious 
impact on the device performance. Therefore, quantitative simulations of nanodevices must employ 
modeling software which resolves their structure with atomistic detail. 

The need for atomistic-level modeling is particularly clear in studies of quantum dots (QDs).  QDs are 
solid-state structures capable of trapping charge carriers so that their wave functions become fully spatially 
localized, and their energy spectra consist of well-separated, discrete levels. Existing nanofabrication 
techniques make it possible to manufacture QDs in a variety of types and sizes [1]. Among them, 
semiconductor QDs grown by self-assembly (SADs), trapping electrons as well as holes, are of particular 
importance in quantum optics, since they can be used as detectors of infrared radiation [2], optical memories 
[3], single photon sources [4]. Arrays of quantum-mechanically coupled SADs can also be used as optically 
active regions in high-efficiency, room-temperature lasers [5].  

The self-assembly of SADs is achieved in the Stranski-Krastanow growth mode [6] as a result of the 
mismatch of lattice constants of the material of the dot (e.g., InAs) and that of the substrate semiconductor 
(e.g., GaAs). This mismatch leads to the appearance of a long-range strain field, which strongly modifies the 
energy diagram of the system [7]. Therefore, device simulations must include the fundamental quantum 
character of charge carriers and the classical, long-distance strain effects on equal footing. The 
Nanoelectronic Modeling tool NEMO3-D [8-12] meets these requirements by modeling the strain and 
electronic structure of extended nanosystems (on the length scale of tens of nanometers) fully on the 
atomistic level. Since such systems typically consist of up to 100 million atoms, this code is very demanding 
computationally. For this reason NEMO3-D has been developed as a parallelized code, and ported to Linux 
clusters as well as a number of other HPC platforms. 

 The main goal of this paper is to present new capabilities that have been added to NEMO3D to make it 
one of the premier simulation tools for design and analysis of realistically-sized nanoelectronic devices, and 
therefore to make it a valid tool for the NCN community. These recent advances include algorithmic 



 

refinements, performance analysis to identify the best computational strategies, and memory saving 
measures. The combined effect of these enhancements is the ability to increase the strain problem size from 
about 20 to 64 million atoms and the electronic state calculation from 0.5 to 21 million atoms. These two 
computational domains correspond to physical device domain of around 15x298x298 nm3 and 15x178x178 
nm3, large enough to consider realistic components of a nano-structured array with imperfections and 
irregularities. The key challenges are the reduction of the memory footprint to allow the initialization of 
large systems and numerically the extraction of interior, degenerate eigenvectors.  

The rest of the paper is structured as follows. In section 2 we review the physical model underlying 
NEMO3-D; in section 3, we describe the approach used for the parallelization of the computations. Sections 
4 and 5 discuss in depth the memory and computational challenges arising in the atomistic model of 
NEMO3-D; section 6 gives performance results. In section 7, we briefly describe the NCN project that this 
work is part of.  
 

2   The Physical Model 
Overview. Nanoelectronic device modeling in NEMO3-D bridges the gap between the “large” size, 

classical semiconductor device models and the molecular level modeling. With a flexible tool like NEMO3-
D, one can investigate many different properties of nanoelectronic devices. For example, the effects of 
disorder on “identical” alloyed quantum dots (i.e. quantum dots that differ only in the distribution of their 
constituent atoms) can be investigated numerically. NEMO3-D can model a magnetic field applied to the 
device, and can used to numerically determine how the energy states change with the applied magnetic field. 
Figure 1 depicts a range of phenomena that represent new challenges presented by new trends in 
nanoelectronics, including atomistic modeling of QDs. This paper focuses on the design and performance of 
NEMO3-D illustrated on the case of InAs QDs embedded in a GaAs barrier material. A schematic view of 
the sample is presented in Figure 2. The QD in this study has diameter of 18.09 nm and height of 1.7 nm, 
and is positioned on a 0.6-nm-thick wetting layer (dark regions). The simulation of strain is carried out in the 
large computational box (of width d and height h), while the electronic structure computation is restricted to 
the smaller domain.  

 

 
 
Figure 1. Role of quantum dots in applying nanoelectronics to computing and sensor technology. 
 

Representation of the structure. The NEMO3-D package consists of three main parts. The first part is the 
geometry constructor, whose purpose is to represent the treated nanostructure in atomistic detail in the 
memory of the computer. Each atom is assigned three single-precision numbers representing its coordinates; 
stored is also its type (atomic number), information whether the atom is on the surface or in the interior of 
the sample (important later on in electronic calculations), what kind of computation it will take part of 
(strain only or strain and electronic), and what its nearest neighbors are. The arrays holding this structural 
information are initialized for all atoms on all CPUs, i.e., the complete information on the structure is 
available on each CPU. This part of NEMO3-D occupies only a small fraction of total computational time 
and memory, and will not be discussed further.  
 



 

 
Figure 2. Schematic view of the QD nanostructure, with two simulation domains: central for electronic 
structure, and larger for strain calculations. 

 
Strain. As was already mentioned, the materials making up the QD nanostructure differ in their lattice 

constants; for the InAs/GaAs system this difference is of order of 7%. This lattice mismatch leads to the 
appearance of strain: atoms throughout the sample are displaced from their bulk positions. Knowledge of 
equilibrium atomic positions is crucial for the subsequent calculation of QD’s electronic properties, which 
makes the computation of strain a necessary step in realistic simulations of these nanostructures. 

NEMO3D computes strain field using an atomistic valence force field method (VFF) [13]. In this 
approach, the total elastic energy of the sample is computed as a sum of bond-stretching and bond-bending 
contributions from each atom. The local strain energy at atom i is given by a phenomenological formula 
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where the sum is carried out over the n nearest neighbors j of atom i, ijd
�

 and ijR
�

 are the bulk and actual 

(distorted) distances between neighbor atoms, respectively, and ija  and ijb  are empirical material-

dependent elastic parameters. The equilibrium atomic positions are found by minimizing the total elastic 
energy of the system. 

Electronic structure. The single-particle energies and wave functions are calculated using an empirical 
first-nearest-neighbor tight-binding model. The underlying idea of this approach is the selection of a basis 
consisting of atomic orbitals (such as s, p, d, and s*) centered on each atom. These orbitals are further 
treated as a basis set for the Hamiltonian, which assumes the following form: 
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where +
n,ic  ( n,ic ) is the creation (annihilation) operator of an electron on the orbital n  localized on atom i. 

In the above equation, the first term describes the onsite orbital terms, found on the diagonal of the 
Hamiltonian matrix. The second term describes coupling between different orbitals localized on the same 
atom, and the third term describes coupling between different orbitals on different atoms. The restriction in 
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the summation of the last term is that the atoms i and j be nearest neighbors; the terms t are taken to be 
identically zero if this condition is not fulfilled. 

The characteristic parameters e  and t are not known a priori; they are treated as empirical fitting 
parameters. They are usually expressed in terms of energy constants of s  and p  bonds between the atomic 
orbitals. For example, for a simple cubic lattice, the interaction between the s orbital localized on the atom i 

at origin and the orbital xp  localized on the atom j with coordinate xadij ˆ=
�

 with respect to the atom i 

would simply be expressed as ssp
ps

ij Vt x =),( . The systems under consideration, however, crystallize in the 

zinc-blende lattice, which means that the distance between the nearest neighbors is described by a 3D vector 

znymxldij ˆˆˆ ++=
�

, with l, m, n being the directional cosines. These cosines rescale the interaction 

constants, so that the element describing the interaction of the orbitals s and xp  is ssp
ps

ij lVt x =),( . The 

parametrization of all bonds using analytical forms of directional cosines for various tight-binding models is 
given in Ref. [14]. NEMO3-D uses the parametrization for the sp3d5s* model, in which each atom is 
assigned 20 spin-degenerate orbitals. This results in a parametrization with approximately 30 unknown 
energy constants. 

Additional complications arise in strained structures, where the atomic positions deviate from the ideal 
(bulk) crystal lattice [15]. The presence of strain leads to distortions not only of bond directions, but also 

bond lengths. In this case, the discussed interaction constant 
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directional cosine l’  can be obtained analytically from the equilibrium positions of atoms, but the bond-
stretch exponent )( sh sp  needs to be fitted to the experimental data. Note that the energy constants 
parametrizing the two first terms of the Hamiltonian (i.e., those describing the coupling between orbitals on 
the same atom) change as well due to bond renormalization [1]. 

The 20-band nearest-neighbor tight-binding model is thus parametrized by 34 energy constants, which 
need to be established by fitting the computed electronic properties of materials to those measured 
experimentally. This is done by considering bulk semiconductor crystals (such as GaAs or InAs) under 
strain. The summation in the Hamiltonian for these systems is done over the primitive crystallographic unit 
cell only; the model makes it possible to compute the band structure of the semiconductor throughout the 
entire Brillouin zone. For the purpose of the fitting procedure, however, only the band energies and effective 
masses at high symmetry points are targeted, and the tight-binding parameters are adjusted until a set of 
values closely reproducing these target values is found. Search for optimal parametrization is done using a 
genetic algorithm, described in detail in Refs. [8-12]. Once it is known for each material constituting the 
QD, a full atomistic calculation of the single-particle energy spectrum is carried out on samples composed of 
millions of atoms. 

 

3   Parallelization 
The complexity of physical models on which NEMO3-D is based places high demands on 

computational resources. For example, in the 20-band electronic calculation the discrete Hamiltonian matrix 
is of order 20 times the number of atoms. Thus, in a computation with 20 million atoms, the matrix is of 
order 400 million. Computations of that size can be handled because of the parallelized design of the 
package. NEMO3D is implemented in C++ with MPI used for message-passing, which ensures its 
portability to all major high-performance computing platforms, and allows for an efficient use of distributed 
memory and parallel execution mechanisms. A detailed discussion of timing performance on different 
systems will be presented later on; this section will focus on the memory distribution model. 

Although the strain and electronic parts of the computation are algorithmically different, the key 
element in both is the sparse matrix-vector multiplication. This allows the use of the same memory 
distribution model in both phases. Figure 3 shows schematically the data distribution scheme used and the 
block structure of the processed matrices. 
 



 

                                                               
 
Figure 3. Data distribution scheme used in NEMO3D to parallelize the matrix-vector product (a), and block 
structure of the discrete matrix (b). 

 
 The computational domain is divided into vertical slabs, as shown in Fig, 3(a). All atoms from the 
same slab are assigned to a single CPU, so if all nearest neighbors of an atom belong to its slab, no inter-
CPU communication is necessary. The interatomic couplings are then fully contained in one of the diagonal 
blocks of the matrix shown in Figure 3(b). On the other hand, if an atom is positioned on the interface 
between slabs, it will couple to atoms belonging both to its own and the neighboring slab. This coupling is 
described by the off-diagonal blocks of the matrix. Its proper handling requires inter-CPU communication. 
However, due to the first-nearest-neighbor character of the strain and electronic models, the messages need 
to be passed only between pairs of CPUs corresponding to adjacent domains – even if the slabs are one 
atomic layer thick. 

 

4   Memory Challenges 
Memory distribution in the strain computation. As described before, in the strain computation, the 

positions of the atoms are computed to minimize the total elastic strain energy. This is done using the 
Conjugate Gradient minimization algorithm. The total elastic energy is never stored in its matrix form, but 
the interatomic couplings are computed on the fly. Therefore the only data structures allocated in this phase 
are the vectors necessary for the conjugate gradient. The implementation used in NEMO3-D requires six 
vectors, each of the total size of 3*number of atoms (to store atomic coordinates, gradients, and intermediate 
data), however all those vectors are divided into slabs and distributed among CPUs as discussed above. 
Figure 4 shows the amount of memory per CPU required to compute strain in systems ranging from 0.5 
million to 8 million atoms, as a function of the number of CPUs P (a) and as s function of 1/P (b). As can be 
seen, the strain memory scales almost linearly with the number of CPUs, particularly if the number of CPUs 
is small. For computations with large number of CPUs the scaling curves in Figure 4(a) tend to saturate. 
This effect, however, is due not to the memory distribution for strain itself, but rather to the data structure 
allocated in the geometry construction. As was already explained, these structures contain data on the entire 
structure and are allocated on each CPU, so that their memory is not distributed. The curves presented in 
Figure 4 can be very well fitted with one functional relationship: 

 

,58.52.45
852.2

01.183)( ++-= A
A N

PP
N

MBinCPUpermemory  

where AN  is the number of atoms in millions, and P is the number of CPUs. The two first terms in the 
formula describe the contribution due to the conjugate gradient algorithm, while the two last terms are 
mainly due to the non-parallelized geometry descriptors. The above relationship allows to estimate the 
maximum size of systems that the strain calculator of NEMO3-D can process. The sizes for 32-bit and 64-bit 
distributed-memory clusters (such as Linux clusters with Intel Xeon 32-bit, Itanium2 64-bit and IBM p690 
64-bit) are summarized in Table 1. On 32-bit clusters the strain can be computed for systems as large as 
about 40 million atoms, while on 64-bit clusters with 11.5 GB/node (Teragrid NCSA cluster) the system size 
can reach even 225 million atoms. On shared-memory systems, on the other hand, the system size decreases 
with the number of CPUs, and for 32 CPUs it is comparable to that handled by 4GB/node Linux clusters. 

(a) (b) 
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With a single CPU, a shared-memory system can handle impressive system sizes, however such 
computation would take a very long time and thus would be impractical. 

 

 
Figure 4. Memory per CPU required to compute the strain distribution for systems from 0.5 to 8 million 
atoms as a function of the number of CPUs P assigned to the task (a) and as a function of 1/P (b). 

 
 

System 1 CPU 16 CPUs 32 CPUs 

32bit, 2GB/node 8.75 Matoms 35.21 Matoms 39.17 Matoms 

64bit, 4GB/node 15.3 Matoms 61.7 Matoms 68.63 Matoms 

64bit, 11.5GB/node 50.38 Matoms 202.95 Matoms 225.74 Matoms 

64bit, 128GB shared 
memory 

560.87 Matoms 141.15 Matoms 68.63 Matoms 

Table 1.Maximal number of atoms, for which the strain computation can be carried out on systems with 
various CPUs and various memory organization. 
 

Memory distribution in the electronic computation. The electronic computation involves a very large 
eigenvector computation (matrices of order of hundreds of millions). The algorithms/solvers available in 
NEMO3-D include the PARPACK library, a custom implementation of the Lanczos method, and the 
spectrum slicing method. Some comparisons have shown that the Lanczos method is faster for the NEMO3-
D matrix than PARPACK. This is why the results for the electronic structure computations in this paper are 
based on the Lanczos method. The Hermitian property of the matrix leads to a tridiagonal matrix in Lanczos, 
of the order equal to the number of Lanczos iterations.  

The majority of the memory allocated in the electronic calculation is taken up by the Hamiltonian 
matrix. This matrix is very large, but typically very sparse; this property is explicitely accounted for in the 
memory allocation scheme. In the zinc-blende crystallographic structure each atom has only four nearest 
neighbors. Since the tight-binding model employed here places 20 orbitals on each atom, each row contains 
at most 5 x 20 = 100 nonzero elements, independently of the number of atoms in the system. The coupling 
between the basis functions associated with each atom leads to dense 20x20 blocks, one diagonal and four 
off-diagonal. The presence of these blocks reduces the performance penalty associated with sparse matrices, 
since we now need a pointer to each block, rather than to each individual matrix entry.  This leads to a large 
number of floating point operations per atom in the matrix-vector product, with the result that for this 
important operation, the nearest neighbor communication is a relatively small part of the time. All matrix 
entries are, in general, complex, and are stored in single precision. The code has an option to not store the 
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Hamiltonian matrix, but to recompute it, each time it needs to be applied to a vector. In the Lanczos method, 
this is required once in each iteration. 

Other data structures necessary for the Lanczos procedure involve three Lanczos vectors used to 
construct the tridiagonal matrix. Each vector stores 20 double complex numbers per atom, however they are 
allocated in the distributed memory mode. The Lanczos tridiagonal matrix is real, and is typically of order of 
a few thousand entries. Its eigenvalues and eigenvectors are computed serially using BLAS and inverse 
iteration. The parallelization of other components, such as vector operations, reductions is straightforward. 

Figure 5 shows the amount of memory per CPU required to compute the electronic structure of systems 
ranging from 0.5 million to 8 million atoms, as a function of the number of CPUs P (a) and as s function of 
1/P (b). The memory scaling is very close to linear, and is much better then that for the strain calculation. 
Note, however, that the electronic computation requires approximately one order of magnitude more 
memory than strain. Thus, even for large number of CPUs the main memory allocation is still due to the 
Hamiltonian matrix and Lanczos arrays, and the amount of memory taken up by sequential geometry 
descriptors is negligible. 

The curves presented in Figure 5 can be very well fitted with one functional relationship: 
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Figure 5. Memory per CPU required to compute the electronic structure of systems from 0.5 to 8 million 
atoms as a function of the number of CPUs P assigned to the task (a) and as a function of 1/P (b). 

 

where again, AN  is the number of atoms in millions, and P is the number of CPUs. Note that the sequential 
offset due to the geometry descriptors, represented by the two last terms, is very close to that found for the 
strain computation, so the sequential treatment of the Lanczos tridiagonal matrix does not worsen the overall 
performance. Table 2 contains estimates of maximal system sizes possible to process in the electronic part of 
NEMO3-D on computing platforms described previously for the strain computation. On 32 CPUs with 
2GB/node NEMO3-D can treat at most 10.8 million atoms, and on the same number of CPUS with 
11.5GB/node the maximum system size is about 62 million. However, unlike in the case of strain, where no 
significant improvement could be gained by increasing the number of CPUs beyond 32, the maximum size 
of the electronic domain can be further increased by moving on to larger CPU allocations.  
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System 1 CPU 16 CPUs 32 CPUs 

32bit, 2GB/node 0.44 Matoms 6.18 Matoms 10.87 Matoms 

64bit, 4GB/node 0.77 Matoms 10.82 Matoms 19.05 Matoms 

64bit, 11.5GB/node 2.55 Matoms 35.59 Matoms 62.65 Matoms 

64bit, 128GB shared 
memory 

28.39 Matoms 24.75 Matoms 19.05 Matoms 

Table 2.Maximal number of atoms, for which the electronic structure computation can be carried out on 
systems with various CPUs and various memory organization. 
 

Figure 6 shows a different view of the memory requirements for the two main phases of the code (strain and 
electronic structure calculations). This figure shows how the number of atoms that  can be treated grows as a 
function of the number of CPUs, for a fixed amount of memory per CPU. The number of atoms can be 
intuitively characterized by the length of one side of a cube that would contain that many atoms. This legth 
is shown in Figure 6, on the vertical axis on the right side of each plot. This figure shows that for a given 
amount of memory per CPU in the strain calculation (shown in the left plot), the number of atoms that can 
be handled levels off after a certain CPU count, whereas for the electronic structure calculation (shown in 
the right plot), the number of atoms that can be treated in NEMO3-D continues to grow for larger CPU 
counts. 

 
Figure 6. Number of atoms that can be treated, as a function of the number of CPUs  for different amounts 
of memory per CPU. The plot on the left is for the strain calculation, and the one on the right is for the 
electronic structure calculation. The vertical axis on the right side of each plot gives the equivalent length in 
nm. of one side of the cube that would contain the given number of atoms. 

 

5   Computational Challenges 
Out of the two phases of NEMO3-D, the strain calculation is algorithmically and computationally 

simpler. The total elastic energy in the VFF approach has only one, global minimum, and its functional form 
in atomic coordinates is quartic. The conjugate gradient algorithm in this case is well-behaved and stable. 
The Lanczos diagonalization of the Hamiltonian matrix, on the other hand, is much more challenging 
computationally. The Lanczos algorithm employed here is not restarted, and the Lanczos vectors are not 
reorthogonalized. Moreover, the spectrum of the matrix has a gap, which lies in the interior of the spectrum. 
Typically, a small set of eigenvalues is sought, immediately above and below the gap. The corresponding 
eigenstates are electron and hole wave functions, assuming effectively nonzero values only inside and in the 
immediate vicinity of the dot, i.e., within domains containing several tens of thousands of atoms, and equal 
zero on all other atoms of the multimillion-atom computational domain. Also, in the absence of the external 
magnetic field the eigenvalues are repeated, which reflects the spin degeneracy of electronic states. It is 
therefore essential to prove that the quantum-dot electronic states and energy levels obtained using NEMO3-
D are physically meaningful. 



 

 To this end, a strain computation was performed in a large domain (64 million atoms, size 142.46 nm 
x 142.46 nm x 71.23 nm) containing a single quantum dot nanostructure as shown in Figure 2. The more 
expensive electronic structure computations were performed in a sequence of smaller domains (the smaller 
box in Figure 2) with box sizes 300k, 900k, 2M, 4M, 6.7M, 16M, 21M atoms. The procedure involved 
reading the precomputed equilibrium atomic positions from an external file, adjusting the domain size by 
rejecting atoms lying outside of the electronic box, and creating and diagonalizing the Hamiltonian matrix. 
The total execution time of this computation as a function of the number of atoms in the inner box was 
measured on the Itanium Linux cluster at NCSA. This cluster is part of the NSF’s Teragrid and is based on 
Intel Itanium2, 1.3 GHz processors running SuSE Linux. Each processor has a peak performance of 5.2 
Gflops. Figure 7 shows the timing data for two different CPU counts (32 and 64). The total execution time is 
a linear function of the number of atoms for both CPU counts. However, due to the restriction of maximal 
allowed execution time of a single job on the Teragrid cluster to 24 hours, computations of nanostructures 
containing more than ~18 million atoms could not be completed on 32 CPUs. Note that for each number of 
atoms the convergence in the Lanczos procedure was achieved after approximately the same number of 
iterations (of order of 2300). This is because the number of atoms on which the electronic wave functions 
were effectively nonzero was constant from one system to another. 

The computed probability densities for the ground ad two excited electronic states are visualized in 
Figure 8. The images show contour plots of the functions on a horizontal plane located 0.56 nm above the 
wetting layer (i.e., cutting the dot at 1/3 of its height). Thus, unique, targeted, and physically meaningful 
eigenstates can be extracted from the spectrum of Hamiltonian matrices of order of up to 0.4x109.  

 

 
Figure 7. Scaling times for the electronic structure computation, on the IA64 Linux cluster at NCSA 
(Teragrid). 

 
6   Performance on Various HPC Platforms 

NEMO3-D was developed on Linux clusters at the Jet Propulsion Lab, and had been ported to a 
number of HPC platforms, including the NSF’s TeraGrid (the Itanium2 Linux cluster at NCSA), IBM’s 
p690, a Linux cluster at Purdue University, and the IBM p690. Ports to additional HPC platforms are 
planned. This section contains a comparative study of timing of the strain and electronic phase of NEMO3-
D on three HPC platforms, differing in CPU types, clock speeds and memory organization. These systems 
are: 

a) G4 Apple cluster: a 32 node G4 Xserver Apple cluster at JPL, with nodes consisting of dual 1GHz 
PowerPC G4, 1GHz system bus, 2GB RAM, Dual Gigabit Ethernet; 

b) Xeon/Linux cluster: a 124 node Linux cluster at Purdue University, with nodes consisting of dual 
3.06 GHz Intel Xeon CPUs, 2GB RAM, Gig-E interconnect; 

c) IBM p690: a 16 CPU (64bit) IBM p690, with 1.7 GHz Power 4 processors at Purdue University, 
with 128GB of shared memory, with shared memory protocols used for message passing. 



 

 
Figure 8. The electronic ground state and two excited eigenstates computed within electronic domains of 
different sizes. The number of atoms in was 0.3, 6.7, and 21 million, respectively.   

 

For the purpose of the comparative study, a standard set of benchmarks was used in tests, involving 
systems of sizes 1/8, 1/4, 1/2, 1, 2, 4, and 8 million atoms. Only a small number of 100 strain iterations and 
400 Lanczos iterations were timed for each system to establish a common base for comparisons; times given 
here are not the actual times required for both algorithms to give a converged and physically meaningful 
result. 

Scaling on the G4 Apple cluster. Figure 9 shows the timing of the strain (a) and Lanczos (b) part on the 
G4 Apple cluster cluster: lines with full symbols represent data for the runs, in which only one out of two 
CPUs on each node was used, the other one being idle, and empty symbols represent data for the runs in 
which both CPUs were assigned to the computation. In the case of 1 CPU/node the total computational time 
can be divided into the part spent in floating-point operations and memory access on each CPU, and the part 
spent in the inter-CPU communication. In the case of runs with 2 CPU/node, the total time may be 
additionally increased by memory latency, due to the fact that both CPUs are connected to their common 
memory via the same bus. 

Both strain and electronic phases scale well with the number of CPUs (ideal scaling is shown with the 
solid black line), however the Lanczos phase scales better. This can be understood by noting that the 
conjugate gradient algorithm used for strain is much less computationally intensive than the Lanczos 
algorithm. Therefore, the inter-CPU communication will play a relatively grater role in the total timing of 
strain than it does for electronics. This is indeed seen as the saturation effect in Figure 9 (a) for the large 
number of CPUs used. The curves in Figure 9 (b) exhibit this effect to a much lesser extent. 

Another feature seen in Figure 9 is the difference between the performance of runs with 1CPU/node 
and 2CPUs/node. For small systems and small number of CPUs these times are almost equal, but as the 
number of CPUs increases, the difference between them appears to increase as well. The difference in 
performance appears to be larger for larger systems, and is significantly more apparent in the Lanczos 
computation. This is due to the memory contention issues: for larger systems, the CPUs have to spend more 
time in competing for the memory bus bandwidth, and the problem is more severe in the Lanczos calculation 
due to much larger memory requirements of this part of NEMO3-D.  



 

Scaling on IBM p690.  Figure 10 shows the timing of the strain (a) and Lanczos (b) part on the shared-
memory IBM p690 AIX as a function of the number of CPUs. This case study differs from the previous one 
by the fact that here the shared-memory protocols rather than IP are used in the inter-CPU communication. 
Both strain and electronic computation scale very well with the number of CPUs.  

Scaling on the Xeon/Linux cluster. The last batch of tests was run on the Xeon/Linux cluster. The 
performance data for the strain and Lanczos computation are shown in Figure 11 (a) and  (b), respectively. 
Similarly to the G4 Apple cluster, here also tests were run with 1 CPU/node and 2 CPUs/node. 
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Figure 9. Timing of the strain (a) and electronic (b) computations of NEMO3-D on the G4 Apple cluster as 
a function of the number of CPUs for systems of different sizes, containing from 1/8 to 4 million atoms. 
Lines with full symbols give data for runs on 1 CPU/node, while empty symbols correspond to runs with 2 
CPUs/node. Solid black lines show ideal scaling. 
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Figure 10. Timing of the strain (a) and electronic (b) computations of NEMO3-D on the IBM p690 shared-
memory system as a function of the number of CPUs for systems of different sizes, containing from 1/8 to 4 
million atoms.  Solid black lines show ideal scaling. 
 

From Figure 11 it is clear that both parts of NEMO3-D continue to scale well also on this system, 
however the timing data are much less smooth than those obtained in the two previous case studies. Note 
also that the results for runs with 2 CPUs/node appear to be smoother than those with 1 CPU/node. This 



 

behavior is clearly due to the network: the NEMO3-D benchmarks on G4 Apple cluster and IBM p690 were 
run while no other user utilized this system, while the Xeon/Linux cluster processed in parallel not only 
NEMO3-D, but also many other jobs. Apart from the 2 CPUs/node data being smoother, the network 
problems obscure the differences in performance between runs with 1 and 2 CPUs/node, so that no solid 
conclusions can be drawn on this subject right now. We continue to examine these performance fluctuations 
and plan to present them at the conference. 
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Figure 11. Timing of the strain (a) and electronic (b) computations of NEMO3-D on the Xeon/Linux cluster 
as a function of the number of CPUs for systems of different sizes, containing from 1/8 to 8 million atoms. 
Lines with full symbols give data for runs on 1 CPU/node, while empty symbols correspond to runs with 2 
CPUs/node. Solid black lines show ideal scaling. 
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Figure12. Timing of the strain (a) and Lanczos (b) phase of NEMO3D runs with 0.5 million atoms as a 
function of the number of CPUs for the four systems: IBM p690 (black lines), G4 Apple cluster (red lines),  
and Xeon/Linux cluster (blue lines). 
 

Comparison of timing on different systems. Figure 12 shows a comparison of timing of the strain (a) 
and Lanczos (b) calculations for a 0.5-million-atom system on the three HPC platforms discussed. In general, 
all systems exhibit a similar overall scaling behavior; the systematic difference between the G4 Apple 
cluster and other systems is due to its slower CPU speed. Note that in the strain computations (les 



 

computationally intensive, more sensitive to the network speed) the Xeon/Linux cluster appears to perform 
better, while in the Lanczos part (more computationally intensive, insensitive to the network speed) IBM 
p690 appears to deliver better performance.  
 

7   The Network for Computational Nanotechnology (NCN) 
 The NEMO3-D project is a part of a wider initiative, the NSF Network for Computational 

Nanotechnology (NCN). The main goal of this initiative is to support the National Nanotechnology Initiative 
through research, simulation tools, and education and outreach. Deployment of these services to the science 
and engineering community is carried out via web-based services, accessible through the NanoHub portal 
www.nanohub.org. The educational outreach of NCN is realized by enabling access to multimedia tutorials, 
which demonstrate state-of-the-art nanodevice modeling techniques, and by providing space for relevant 
debates and scientific events (cyber-infrastructure). The second purpose of NCN is to provide a 
comprehensive suite of nano simulation tools, which at present encompasses electronic structure and 
transport simulators of molecular, biological, nanomechanical and nanoelectronic systems. Access to these 
tools is granted to users via the web browser only, without the necessity of any local installation. The 
definition of specific sample layout and parameters is done using a dedicated GUI in the remote desktop 
(VNC) technology. The necessary computational resources are further assigned to the simulation 
dynamically by the web-enabled middleware, which automatically allocates the necessary amount of CPU 
time and memory on the NCSA TeraGrid cluster. The end user, therefore, has access not only to the code, 
but also to the scientific and engineering community responsible for its maintenance, as well as 
computational resources necessary to run it. 

 

8   Summary 
NEMO3-D is a tool for modeling nanoelectronic devices that is based on a quantum mechanical model, 

and can solve problems such as computing the strain and electronic structure of quantum dots. The problem 
involves very large scale computations and NEMO3-D has been designed to be scalable to large numbers of 
processors. NEMO3-D scales effectively on current state-of-the-art Linux clusters. Results presented here 
were obtained with runs on up to 64 processors, for systems with 21 million atoms. Work is in progress to 
extend this capability both in terms of problem size and the number of processors, focusing in particular on 
improving the time performance of the package.  
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