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Abstract. Clusters are now important components in many research and indus-
trial data centers. Cluster usage accounting becomes critical when the cluster and
its operations are shared among users, projects, and funding sources. When us-
age data, structured in organizational terms, is captured into a relational database,
historical usage patterns, accounting, and even predictors of future usage can be
mined from the data.
The Albuquerque Integrated Reporting System (AIRS) was developed a the Uni-
versity of New Mexico to centralize usage data collection and analysis; to au-
tomate system administration functions; to enable users to manage their own
projects; and to report usage to various funding agencies. Usage data is captured
into a centralized database from which a variety of system administration and user
service functions are driven. Account and project data is used to structure the us-
age data. This paper provides an overview of the design and implementation of
AIRS.

1 Introduction

Running a large university supercomputing center teaches many lessons, including the
need to centralize data collection and analysis, to automate system administration func-
tions, and to enable users to manage their own projects. Albuquerque Integrated Re-
porting System (AIRS) evolved in response to these pressures.

1.1 The Setting

The Center for High-Performance Computing (HPC@UNM) at the University of New
Mexic is a leading academic site for high-performance computing and scientific pro-
gramming. When LosLobos, the Center’s 512-processor Linux cluster, came on-line in
June, 2000, HPC@UNM ranked among the largest five academic supercomputing cen-
ters in the U.S. The Center also operates a 128 processor Linux cluster (RoadRunner).

Both LosLobos and RoadRunner have been operated on behalf of the National
Computational Science Alliance (NCSA). Additionally the Center maintains three 32-
processor research superclusters from IBM and VA Linux Systems, Silicon Graphics
visualization servers, a visualization cluster for parallel graphics, a visualization labo-
ratory, and a Condor-enabled [3] cluster of workstations, all in support of a broad range
of scientific processing. All of our production and research systems run Linux, BSD,
AIX, or IRIX, with Linux being the dominant operating system.
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Federally-funded scientists from across the U.S. use HPC@UNM resources as part
of their research programs. Within UNM, HPC@UNM assists over 20 associated fac-
ulty and their students, from the Colleges of Arts and Sciences, Engineering, Fine
Arts, and the School of Medicine in their research and teaching programs. Nationally,
HPC@UNM partners with other Alliance member institutions in developing, deploy-
ing, and promoting high-performance computing technologies.

1.2 The Problem

Imagine this, then:

– Multiple clusters, each with their own accounting systems;
– Distinct and separate naming domains (alliance.unm.edu and hpc.unm.edu)

within a single facility;
– Dozens of users and projects, many administered remotely;
– Usage structured by projects, with users able to bill to one or more projects as they

use the clusters;
– Required daily usage reporting via electronic data transfer to sponsors;
– Active and historical data scattered in multiple locations, including flat files, desk-

top databases, on paper.

1.3 The Solution: A Deep Breath of . . . AIRS

What’s an administrator to do? Reach for for the open source and get to work. Two years
later, the result is AIRS, an open source solution for managing today’s supercomputing
center. The name was originally just the “Integrated Reporting System” — chosen for
its acronym as well as its ability to insinuate itself into virtually every aspect of Center
management.

Core features of the system, including daily reporting of usage information, have
been online since early 2001. Other features are in various stages of deployment. We
are working to simplify installation and deployment at other sites. Distribution tarballs
are available at http://airshq.hpc.unm.edu/.

This article provides a brief overview of AIRS: its capabilities, design, and evolu-
tion.

2 Design Pressures

The development of AIRS began several months after our first large Linux cluster
(RoadRunner) came online as a production computing environment. The RoadRunner
cluster was jointly funded by NCSA and UNM. As a production machine, RoadRunner
usage needed to be gathered and reported daily to NCSA. Not all usage, but just the
usage for specific projects having NCSA allocations. However, as soon as we could
gather information for our sponsors, we immediately began to use it ourselves. Daily
status and usage reporting provide quick feedback on the state of the systems. It was a
small leap to add daily, weekly, biweekly, monthly, and quarterly reports.
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In addition, membership in the National Computational Science Alliance required
that we add a remote account management interface to enable other Alliance member
sites to manage local accounts. This feature is separable from the rest of the system.

AIRS usage accounting is organized around the concepts of PERSONs, PROJECTs,
ACCOUNTs, ALLOCATIONs and MACHINEs as shown in Figure 1. To interpret the fig-
ure, note for example that each PROJECT can have zero or more (*) PROJECT ALLO-
CATIONs, but each PROJECT ALLOCATION relates to a single (1) PROJECT. Figure 1
shows the “domain-level” relationships supported by AIRS. The actual SQL tables are
quite different, of course!

Project Project Allocation

Machine

Login

Account Account Allocation

Person

*

*

*

1

1

*

*

1

1

*

*

**

*

*

1

1

1

1

*

Fig. 1. Key domain-level relationships

PERSONs can have multiple accounts affiliated with multiple PROJECTs. An AC-
COUNT is specific to a MACHINE. Each PROJECT has one or more PROJECT AL-
LOCATIONs of CPU-hours specific to given MACHINEs. Usage is debited against the
PROJECT ALLOCATION. Once an allocation’s hours are used, a new PROJECT ALLO-
CATION can be granted.

To simplify user account management on the machines, the ACCOUNT table is
further factored to include a LOGIN record. It is the LOGIN table that handles actual
machine-level (NIS, LDAP) login, group, and initial password information. The initial
passwords are stored encrypted within the database so that logins can be reset to their
initial password if necessary.

The system is designed to accommodate the distribution of PROJECT ALLOCA-
TIONs into individual ACCOUNT ALLOCATIONs. However, as currently implemented,
all of the ACCOUNTs for a given project simply draw on the total available allocation
for the PROJECT.
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Usage data is gathered from several sources. The primary source, for each cluster,
is the data gathered by the scheduling system. In clusters like ours, a scheduling sys-
tem manages the individual compute nodes, handles requests for nodes, and actually
launches the jobs. Thus, it is the scheduler that knows job-related accounting infor-
mation. All of the available schedulers provide accounting data, either as files or as
a connection to an SQL database. The job data is quite different from Unix process
accounting data.

In principle, we can add real-time connections between the scheduling systems and
the accounting database. For example, the scheduling system could query AIRS to see
if an account has sufficient remaining hours to run a job. Alternatively, the scheduling
system could be modified to add job accounting information directly into AIRS. Neither
connection is implemented in Version 1.0.

Creating a flexible design that would link PERSONs to ACCOUNTs, ACCOUNTs to
PROJECTs, and ACCOUNTs to MACHINEs was the first step. From there, AIRS has
grown to accommodate a number of other features. For example:

– A Web interface provides the ability to create, manage, and review the information.
– A workflow model uses the Web interface to route approvals for project, account,

and allocation requests to the proper members of the Center staff. When all ap-
provals are in place, it takes only a few clicks to actually create a login in the
password domain, send the email, and print paper letters that include sensitive in-
formation such as passwords for mailing.
The approval mechanism regularly reminds participants when their inputs are re-
quired to further the process.

– Each PROJECT is managed by one or more Principal Investigators (PIs). AIRS can
provide regular usage reporting to each PI concerning the usage on their project.
PIs can set up to receive usage information for their projects by email. Individual
users can also set up reporting for their own accounts. Reports can be delivered
either by electronic mail or via the Web.

– PIs’s can also add or remove users from their projects. A Web interface for project
management is provided.

– To meet NCSA requirements, AIRS provides a transaction-based interface that al-
lows the primary site to create, modify, and delete PERSONs, PROJECTs, AC-
COUNTs, and PROJECT ALLOCATIONs.

– More and more system information is migrating into AIRS where it can be managed
and correlated. Much of this data had previously been stored in desktop databases
or spreadsheets. For example, since all the machines are present, it became natural
to add inventory, vendor, and serial number information.

– To support Globus-based grid computing[9], AIRS maintains relationships between
local logins and the Distinguished Name (DN)’s used to identify users within the
Computational Grid[7].

Today, the AIRS database scheme includes over 70 tables containing over 500
columns. The accounting data includes over 140,000 records for individual job runs.
The Web interface is substantially complete, including the workflow capabilities needed
for approving projects and accounts. PI-management of projects is also substantially
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complete. The actual database design has been stable for many months, except in areas
(like the trouble ticketing system) where there is active development. Recently, we’ve
started to add trouble tickets and help desk capabilities. We are also in the process of
adding time tracking to AIRS so that we can associate consulting time to PROJECTs,
and changes to MACHINEs. Future work is discussed in Section 6.

3 Overall Architecture

The high-level architecture for AIRS is illustrated in Figure 2. Central to the design is
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Fig. 2. AIRS System Architecture

the use of a database server that concentrates and organizes data for various compo-
nents. Figure 2 shows a number of servers — Web, transaction, cluster nodes, database.
An actual installation could run AIRS on a single server, or distribute the various clients
across many servers.

Important to note is that AIRS has a minimum requirement for accessing accounting
data from a scheduling system. All that is required is a remote shell along with access
to the accounting records. No changes to the scheduling system are required, provided
that job accounting records are already being collected.

3.1 The Database

The AIRS database schema contains over 70 tables holding over 500 data columns
including references to foreign keys. (Appendix A lists the primary tables.) The schema
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is highly normalized, though it is selectively de-normalized where needed. Some of the
tables in the database are not yet fully supported via a Web interface. For example, in
Version 1, serial numbers on equipment are still being added by script or by direct SQL.
In Version 2, we plan to add (or encourage our users to add) appropriate interfaces for
database record manipulation.

The database component of AIRS also includes maintenance scripts, such as the
daily backup scripts as well as ways to bootstrap an AIRS database by using simple,
flat, text files to provide initial data. The installation methods use the flat files to populate
the initial site-specific database. Recently, we have added options that will allow AIRS
to infer and create internal login and account information directly from the scheduler
usage logs.

3.2 Web Interfaces

The AIRS Web interfaces are implemented using the HTML::Mason tools[14]. Mason
is a complete Web-construction and content management system that allows one to
write modular components that intersperse Perl code and HTML. Mason itself uses
Apache[1] to deliver the content.

User Management The Web interface implements the first level of security screening
using passwords. When a user logs in, they are presented with a “custom” home page
that is based on their privileges. For example, a user with audit privileges can drill
down into all projects for their usage information, while a user that is a PI without audit
privileges can view only her own projects.

From the Web interface a user can:

– Request a new PROJECT or ACCOUNT;
– Approve a new PROJECT or ACCOUNT;
– Create actual login accounts in NIS;
– View usage information;
– Modify PROJECT, ACCOUNT, or PERSON information, including reporting infor-

mation;
– Search for and view PROJECT, ACCOUNT, or PERSON information;
– Search for and view MACHINE information (such as vendors and serial numbers).

3.3 Daemons and Cron Jobs (Inhaling)

The daily cycle of AIRS includes automatic gathering of accounting information (in-
haling) and the automatic reporting of usage to interested parties (exhaling). This is
accomplished primarily through the use of a central database table and a cron job that
runs on the AIRS primary machine.
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Inhales AIRS processes several different accounting record formats as provided by the
major platforms: PBS[18], OpenPBS[17], Maui Scheduler [15], IBM LoadLeveler [13],
plus a “periodic” billing format for billing usage when jobs are run outside the sched-
uler. The object-oriented design of AIRS makes it straightforward to add new scheduler
formats.

Accounting data is currently inhaled once a day, for the day prior1. AIRS stores
the accounting data in two forms — a “raw” form that corresponds directly to the data
provided by the scheduling system, and a “cooked” form that is a uniform representation
for all of the scheduling systems. All true accounting is performed using the cooked
data. However, since a goal of AIRS was to support historical information, we elected
to store the raw forms as well.

AIRS is intended to be unintrusive in its data gathering. For this reason, we have
minimized the amount of the system that has to be installed on any given large machine.
Essentially, all that is required for an inhale is remote shell access (we use ssh) plus
authorization to read the accounting log files (we use sudo plus /bin/cat).

Manual Debits AIRS has recently been extended to include a PERIODIC DEBIT table
that centralizes and simplifies the billing requirements for users who run outside of any
scheduler, such as on a permanently allocated subpartition.

Basically, the table contains a range of dates, the account to be debited, and the
number of nodes and hours to debit. A daily cron job queries the table and adds debit
items as appropriate.

This approach centralizes automatic billing of out-of-scheduler usage.

3.4 Reporting (Exhaling)

AIRS supports four types of reports:

Web Users with “audit” privileges may access any usage information via the Web.
Normal Usage Daily, weekly, and monthly reports are emailed to a known alias. At

HPC@UNM, the alias refers to a managed mailing list so that all of our adminis-
trators can see the usage data.

Project/Account Usage Users can request regular (daily, weekly, bi-weekly, monthly,
or quarterly) reports on their own accounts. Similarly, principal investigators can
get such reports on their entire projects.

NCSA Usage Daily reports to NCSA for specified users are transmitted via email as
well.

3.5 Security

Intrinsic to the AIRS security model is a notion of privilege level. Several levels are
designed into the system.

1 In practice, AIRS inhales missing data for any prior days for which accounting has become
available.
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Admin Any user with Admin access can modify any aspect of the database. This is
equivalent to root.

Audit Users with Audit access can view general accounting records for any project or
machine or user. Managerial access therefore permits relatively unrestricted brows-
ing, but not the modification of any data.

Project Users with Project access can view and modify aspects of projects. Project
access is also restricted to those projects for which the user has been granted access.
In general, this will be the PI or the PI’s proxy.

User User access allows a single user to view her own accounting data, or to modify
her own personal data.

Open Open access does not require a login, and can be used to view those aspects of
the database that are open to all Web browsers. All open access is “read only”.

3.6 System Administration

System administration aspects of AIRS include the process of approving, creating, and
freezing PROJECTs, ACCOUNTs, and PERSONs. It also includes support for account
and password management While AIRS will not manage your machines for you, the
database does centralize much of the information needed to track changes, deal with
vendors, perform inventory, and generally know how things are configured.

Workflow for PROJECT and ACCOUNT Approvals Integral to AIRS is a simple
but powerful workflow system for automating the process of PROJECT and ACCOUNT

creation. Each PROJECT has a “category” field that determines the approvals necessary.
The approval process is then tracked by AIRS using Web and email interfaces until the
PROJECT is either approved or denied.

The workflow process is tied to the finite state machine shown in Figure 3 which
shows the primary state transitions for an ACCOUNT. The states used are:

AIRS enforces the following dependencies:

– A PROJECT must be approved before any ACCOUNTs owned by that PROJECT can
be approved;

– Approval of a PROJECT implies that the ACCOUNT owned by the principal investi-
gator (if requested) is acceptable.

Suppose that the Institute for Research Studies (IRS) has the following approval
rules:

– Any project requested by an IRS researcher needs only to be approved by any one
of the five directors, associate directors, or deputy directors.

– Any project requested by a non-IRS researcher requires the approval of the Direc-
tor, and then the concurrence of two of the four other directors.

– All ACCOUNTs must be approved by the systems staff themselves.

The AIRS system can encode these, and similar rules, in the approval process by
controlling entries in specific database tables. The system then tracks changes to the ap-
proval tables, and moves the appropriate PROJECT or ACCOUNT to the next stage. As-
suming that a requested PROJECT and ACCOUNT is ultimately approved, AIRS moves
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Start

Requested

Inprocess

Rejected Approved

Created

Active Frozen

Inactive Dead

Requested Account has been requested, awaiting ap-
proval process.

Inprocess Awaiting account approvals.
Approved Awaiting creation of account.
Rejected Not approved, request may be resubmitted.
Created Account creation complete, but paperwork

may need to be sent.
Active Account is in production and may be used.
Inactive Account is temporarily suspended.
Frozen Account is longer in use, but files are still

available.
Dead Files no longer maintained by site.

Fig. 3. Account states

that object to the “Approved” state (see Figure 3) until the actual login information can
be added to the password databases.

A complete history is maintained so that state changes to ACCOUNTs, PROJECTs,
and LOGIN information can be easily viewed.

AIRS ships with a set of sample scripts that can be

OSInterface

OSInterface

NIS LDAP

AIRS
Host

Authentication
Database

Server

AIRS Daemon

Fig. 4. AIRS Interfaces to
Password Systems

used to add user, group, and password information to
your local system files. Architecturally, data from AIRS
is funneled through a single interface. Administrator sup-
plied scripts implement the interface to effect the needed
changes. This separation makes it easy to separate the
activities monitored by AIRS from the details of system-
level account creation and deletion. Sample scripts that
work with Network Information Services (NIS) [20] are
included in the distribution. An interface to Lightweight
Directory Access Protocol (LDAP) directories is planned.

Figure 4 illustrates the basic architecture. The dashed
line indicates that the actual scripts may be running on servers different than the server
performing AIRS processing. At HPC@UNM, such connections are run using ssh tun-
nels for security. The interface has been designed to allow a maximum of flexibility
while trying to keep the overhead of customizing the scripts to a minimum.

Emails and Snailmails The standard email lists used by AIRS are

airs-devel@hpc.unm.edu Open mailing list for conversations about AIRS de-
velopment; used by all AIRS sites.
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administrator email Local mail alias for administrator set via the configuration
file.

airs-admin Site-local mailing list for AIRS administrators.
airs-log Site-local mailing list for problem reports sent by cron job scripts.
airs-stats Site-local mailing list for reports sent by regular reporting scripts.

Many of the emails sent by AIRS are based on form letters. The form letters them-
selves are text templates, populated using Perl’s Text::Template module.

Physical (snail) mail is used only for communicating passwords and account con-
firmation information to users. In the AIRS approval process, we only require manual
intervention when the password letters are printed. This requirement stems from our
desire to limit access to such information.

Like the emails, physical letters are form letters. However, printable letters are gen-
erated from templates using LATEX[12]. Changing a site’s welcome information is a
matter of editing the LATEX source template.

In both cases, the templates are pulled from a known location in the AIRS installa-
tion.

3.7 Machine Management

The AIRS database schema contains a complete design for storing and managing ma-
chine information, including

– Names
– Network interface information
– Serial numbers
– Asset tracking information (PO numbers, barcodes, tags)
– Software and hardware license information
– Software installations
– Vendor and service contract information

This approach simplifies system administration by putting at one’s fingertips the
information required during a service call. It is also simplifying the process of hardware
and software inventory.

Web-based user interfaces for updating and viewing this information are still under
development, and are not included in the current release.

3.8 Installation and Configuration

One can create a functioning AIRS by the following steps:

1. Install required Perl packages (see Section B).
2. Retrieve the source.
3. Modify the configuration files and set up the necessary mail aliases.
4. Create the airs user acccount for daemons and database logins.
5. Install and configure Apache with HTML::Mason.
6. Install and configure MySQL.
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7. Run make and make populate in AIRS/database directory.
8. Configure the administrative Web accounts.
9. Start the inhale processes.

At this point, the Web interface and management scripts should work.
The distribution directory structure for the AIRS distribution is shown in Figure 5.

AIRS/

conf/

database/
bootstrap/

tables/

doc/

design/ sqltables/

notes/

intro/

TTS/
examples/

images/

src/

templates/

bin/ maint/

cron/ daily/

java/ . . .(elided)/

mason/

images/

private/

public/

lib/
AIRS/

DB/ Records/

Forms/

Policies/

Reports/

Scheduler/

Transact/
Data/

Templates/
Utils/

TableSpec/

Fig. 5. AIRS source directory structure

4 TableSpec: AIRS Database Patterns

One of the early steps in designing AIRS was to develop a simple interface to the
database. To simplify the development environment, we chose to encode our database
schema specifications in a simple flat-file format, one file per table. From the flat file,
we could then generate

– Database access classes and
– Documentation in TEX, HTML, SGML, or DocBook formats.

The result was the TableSpec module. One can think of this module as a very
lightweight and simple version of a database access package like Jakarta Torque[22].
Given a textual description of the table, various Perl scripts can be run to produce the
interfaces.
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Along with this, we devised a standard access pattern — a design pattern [8] that is
replicated throughout the AIRS database system. Figure 6 illustrates the pattern us-
ing the PERSON table from the database. Two Perl packages are involved: DB and
DB::Records. In general, modules within the DB package contain methods that are
modified by developers, while modules in the DB::Records domain are maintained by
automatic links to the table descriptions. This means that the actual database-specific
code is always up-to-date with the database.

DB::SQLRecord

+ void fetch()
+ void update()
...

DB::SQLTable

+ insert_record(DB::SQLRecord)
+ delete_record(DB::SQLRecord)
...

DB::Records::Person

+ String first_name()
+ String first_name(String)
+ String last_name()
+ String last_name(String)
...

DB::Person

+ String full_name()
...

Generated - never edited!
Changes when DB table changes

An instance connected to the
Person table in the database

Developer-maintained

Fig. 6. AIRS DAO Pattern illustrated with using Class PERSON

For example, our database contains a “first name” and a “last name” for each PER-
SON as show in Figure 6. The external class DB::Person inherits accessors for both
those fields, but adds the code to correctly generate a nicely formatted “full name”
from them.

5 Implementation Choices

5.1 Perl

AIRS depends heavily on the object-oriented properties of Perl as well as Perl’s well-
known text manipulation features. The actual code is highly stylized, so that many of
the readability problems of Perl are avoided. In addition, Perl integrates well with both
the Web (via HTML::Mason) and with the database (via DBI and DBD). Finally, we
use a number of commonly available Perl modules to simplify our implementation task
(See Section B).
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5.2 Mason

Why HTML::Mason instead of PHP[19]? We like the way one can write reusable com-
ponents that allow one to simplify the code and to achieve a cleanly modifiable look
and feel. For example, we have a single Mason component that formats a clickable
PROJECT name. Each time we need to present a project name on the Web, the same
component is called like a subroutine. When we change the formatting for a PROJECT,
there is only a single change necessary. The downside to HTML::Mason is that the
installation requirements are a bit more complicated than just installing mod php.

5.3 MySQL

When AIRS development began, we chose to use MySQL[16] for its simplicity and
efficiency. Our programming API attempts to shield the programmer from the details of
the SQL, and also attempts to limit dependence on implementation-specific details of
the database engine. After all, we might want to change database engines! While the im-
plementation succeeded, we now feel constrained by the limitations of MySQL. Trans-
actions and referential integrity checking are becoming necessary as our data model
grows. Those features have been added to MySQL version 4.0; version 2 of AIRS will
likely upgrade to use those features.

5.4 Java

Unlike the generic Web interfaces, the Trouble Ticket manipulation interface demands
highly efficient user interactions. So for this portion of AIRS we are adopting Java
with JDBC to build ticket manipulation clients. Tickets can still be submitted via Web
forms or via email. Additional information about tickets can be gathered using the same
medium.

The actual ticket manipulation is performed via a Java application. The rich inter-
face capabilities of the Java SWING [21] package allow us to go far beyond the rela-
tively limited structures of Web-based interaction. The ticket interface is modeled on
the a drag-and-drop data manipulation interface that first appeared in Lotus Improv! on
the NeXT workstation. Columns from the database can be dynamically reorganized by
dragging “tiles” into row, column, or page wells. This style makes it easy to organize
tickets efficiently and effectively. Users of the ticket system interface will also be able
to send and reply to email, enter log entries, add and close tickets, and merge tickets.

6 Current and Future Developments

The current in-house development is focused on three areas: security auditing, packag-
ing and installation, and documentation.

PI-management of projects forced a review of the security model. Each user in AIRS
now needs the ability to work securely across the network. Further, the privilege models
need to be fully enforced. At this point in time, AIRS enforces the privileges designated
in Section 3.5. We have also been running the AIRS server using SSL-based network
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security. Finally, before releasing the system to other sites, the entire Web component
has undergone a security audit for possible security loopholes.

One of the hard parts in shipping a product like AIRS is to remove the local depen-
dencies and to create a bootstrap database for new installations. This is hard because
AIRS has been running so long within the Center. As part of our initial release, we have
been working to simplify the installation of the system and the creation of the initial
database. Bulk data import scripts can the be used to start populating the system from
existing sources.

Finally, we are revising existing design documentation and updating the operations
manuals to provide the support needed to deploy AIRS.

Future development the system is focused on the addition of a trouble-ticket system
and completion of time tracking.

6.1 Trouble Tickets

Given the breadth of information in the system, it seemed natural to add a problem-
reporting capability. Reporting a problem, of course, is easy — its the management of
the tickets that is more difficult. After experience with several Web-based systems, we
have chosen to develop a Java application as the primary interface for managing tickets.
Problem reports can be submitted via the Web or by email. Once submitted, a system
administrator access their tickets using an interface that is tuned to their tasks.

This implementation choice required a second set of APIs into the database — the
first for Perl and the second for Java.

Figure 7 shows the actual state-transition diagrams for tickets in the AIRS ticketing
system. The transitions design to support effective management of ticket information as
well as measurement of the ticket handling process.

Development of the trouble ticket system is now underway, but the capability is not
part of the initial AIRS Version 1.0 deployment.

6.2 Time Tracking

Like ticketing, the infrastructure of AIRS can be used to provide more complete time
management information. The necessary tables have already been added to the database
schema.

In our design, a use of the time tracking system can note work done on specific
PROJECTs and MACHINES. We are also adding the notion of “time allocations” to par-
allel the notion of usage allocations. These changes, once full implemented via Web an
email interfaces, allow:

– Billing of consulting time against projects, including reporting on time usage.
– Logging of changes made to systems via the time-tracking records. For example,

we can easily add a Web interface to list the changes made to a single system over
some period of time, along with the person who made the changes.

– Personal and management reporting of how time is being used.
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reopened

delivered resolved

timeoutresponded

contacted

stumped

shelved turfed

reassigned assigned reopened

Start

Unassigned

Unresolved Assigned Resolved

Actionable

Wait

Quarantine

freedsender validated

sender unknown

Quarantined A ticket has been submitted electronically, but may be spam.
Unassigned A new ticket has arrived, but is not yet assigned to a consultant.
Assigned Ticket has a consultant, but they may not have seen it yeta.
Actionable Ticket is ready for next actions.
Wait Someone, usually the ticket creator, has been contacted, and the system is

waiting a response. For example, this state arises when email is sent to the
ticket creator, but the ticket system has not yet received a response.

Resolved Problem has been successfully resolved; no further action is neces-
sary.

Shelved Problem has not been resolved, and is a low-enough priority for it to be
removed from Actionable status.

a The ticket system can tell when a ticket or ticket item has been displayed via
the user interfaces, so it bases its notion of a ticket being seen (or read) on
whether that information has been displayed.

Fig. 7. Ticket states



16 Ballance, Galbraith, & Heimbach

7 Conclusion

AIRS has already proved to be a valuable system within Center. It is being distributed
under the GNU General Public License[10] so that our coworkers can benefit from
its development and contribute to its feature set. Visit the AIRS home page http://
airshq.hpc.unm.edu for the current status, to download a copy, or to join the project!
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A AIRS Schema Tables

Persons Basic user information

Person
Phone
Email
DN Distinguished name table
NSF Status Static – NSF standard
Phone Type Static

Projects Basic project information

Project Represents the basics of a single project
Achievement Documentation
Category Distinguishes approval and reporting struc-

tures among projects
NSF FOS NSF standard fields of science
Project Allocation Machine Map
Project FOS Map
Project Group Map
Project Machine Map
Project Machine Type Map
Project Package Map
Project Participant Map
Project Type Used to specify system vs. user projects.
Service Level Generalized project service level that can be

used to determine the priority or visibility of
projects.

Accounts Login information

Account
Account Allocation unused
Allocation Types mostly static
Login
Project Allocation

Job Accounting Usage information

Ledger Summarized usage
Inhale Date Internal implementation information
Job Queue Description of queues and their billing

“rates”
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Manual Billing Details of “manual” billing records
Maui2 Billing Details of LoadLeveler/Maui jobs
PBS Billing Details of PBS jobs
Periodic Debit Table of regular account debits — used for

marking usage when outside the scheduler.
Reporting Period List of periods (none, daily, . . .)

Machines Description of machines and other devices

Machine
Architecture Normalization table
Machine Types Normalization table

Domains Structures for login and group names

Domain
Domain Group Map
Domain Server
User Group

Web Access and Authentication Security

Authentication
Object Access
Session Role static
sessions auto

Approval Workflow For Projects, Persons, and Accounts
Approval
Approver
Mail User used for approval nags
State static
StateHistory auto

Documentation On-line help for tables

Documentation

Inventory Control Under development
Asset
License
Machine License Map
Package Dependency Map
Package License Map
Package Type
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Purchase Order
Software Package
Vendor
Vendor Contact Map

Network Under development
Network
Network Interface
Network Machine

Transactions For EDI to NCSA

Counter Generator for transaction identifiers
LES Transaction Type Lookup table
Transaction Reply Transaction state tracking

Trouble Tickets Problem Reporting

Ticket Basic trouble ticket
Ticket History States and assignments, etc.
Ticket Indicies static
Ticket Item Common entry information
Ticket Item Email Email-based log entries
Ticket Item Log Internal log entries
Ticket Item Voice Planned - voicemail annotations to log entries
Ticket Item Web Web-sourced log entries
Ticket Person Map People working on tickets

Time Tracking For time reporting on Projects and Ma-
chines

Time Track Person contains person id of all people time tracking
their nominal weekly hours and billing rate

Time Track Work This table logs the work performed and for
what project, including the nominal cost

Time Track Machine Map This table specifies those machines affected
by a work done

B Required Perl Modules

Apache::Cookie Apache::Session::MySQL
AppConfig Carp
CGI::Carp Class::MethodMaker
Crypt::CBC Crypt::Rijndael
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Data::Dumper Date::Manip
DBD::mysql DBI
English Exporter
ExtUtils::MakeMaker Fcntl
File::Basename File::Copy
FindBin Getopt::Long
Getopt::Std HTML::Mason
HTML::Mason::ApacheHandler IO::File
MailTools Mail::CheckUser
Mail::Field::Received Mail::Mailer
MIME-tools Shell
Term::ReadLine Term::ReadPassword
Test Test::Harness
Text::Template TimeDate



Glossary

Albuquerque Integrated Reporting System (AIRS) A centralized management system
for supercomputing centers, p. 1.

Center for High-Performance Computing (HPC@UNM) The University of New Mex-
ico, Albuquerque, NM, 87131, p. 1.

Distinguished Name (DN) A unique string identifying a digital certificate holder, p. 4.
Lightweight Directory Access Protocol (LDAP) A standard directory services protocol

that can be used to manage login and password information., p. 9.
National Computational Science Alliance (NCSA) The University of Illinois, Urbana-

Champaign, IL, p. 1.
Network Information Services (NIS) A centralized management system for login, pass-

word, and group management, p. 9.
Principal Investigator (PI) Lead scientist or manager on a project, p. 4.


