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Abstract

Geophysical models of seismic wave propagation, solid state convection in the
mantle and magneto hydrodynamic simulations of magnetic field generation
in the core promise great advances in our understanding of the complex pro-
cesses that govern Earth’s interior. They also rank among some of the more
demanding calculations computational physicists can perform today, exceeding
the limitations of some of the largest high-performance computing systems by
a factor of ten to one hundred. In order to progress, a significant reduction
in computational cost is required. Off-the-shelf high-performance Linux clus-
ters allow us to achieve this cost reduction by exploiting price-advantages in
mass-produced PC hardware. Here we review our experience of building and
operating a 138 processor Pentium-II fully switched 100 BaseT Ethernet Linux
cluster targeted specifically at large-scale geophysical modeling. The system is
funded in part by the National Science Foundation and has been in operation at
Princeton’s Geosciences department over the past two years. During this time
we experienced nearly 100% system uptime and applied the machine to a wide
range of geophysical simulations including compute intensive variational data-
assimilation problems using numerical adjoints. We observe parallel efficiencies
of better than 70% and verified an aggregate system performance of 8.2 Gflops.
The cost for our cluster is $ 128,699, implying a price-performance ratio of $
15.69 / Mflops.

1 Introduction

The Earth’s interior is a complex domain, consisting of three distinct regions
nested one inside the other. Starting from the outside, there is first the solid
silicate mantle, then the liquid iron outer core, and finally the solid iron inner
core. As a result of convective and other forcings, all three of these regions
are in motion, albeit on very different time scales. On the longest time scale
solid state convection overturns the rocky mantle once in about every 100-200
million years. This slow overturn of the mantle is the primary means by which
our planet rids itself of primordial and radioactive heat, giving rise to large-scale
geologic activity such as plate tectonics and continental drift. Not surprisingly
geophysicists have studied mantle convection for many years, initially in 2D
computer simulations [McKenzie & Jarvis, 1980], and more recently in fully 3D
spherical models [Baumgardner, 1985a; Glatzmaier, 1988; Bercovici et al., 1989;
Tackley et al., 1993; Bunge et al., 1996; Zhong et al., 2000]. On a shorter time



scale of perhaps 1 to 1000 years convection of the liquid iron core is evidenced
by Earth’s magnetic field. The field is maintained by a complicated dynamo
process that probably operated throughout much of Earth’s history. Only re-
cently have geophysicists been able to study dynamo action in sophisticated
magneto-hydrodynamic models of the core [Glatzmaier & Roberts, 1995; Kuang
& Blozham, 1997]. On an even shorter time scale of months to seconds both
the core and the mantle are traversed by seismic sound waves, and seismologists
are now turning to computer models to study seismic wave propagation through
our planet [Igel & Weber, 1995; Komatitsch & Tromp, 1999; Chaljub, 2000].

Geophysical modeling has benefitted greatly from the advent of large-scale
parallel computers. Focusing on the Earth’s mantle computing resources are
now sufficient to explore the general character of mantle convection at nearly
earth-like convective vigor in realistic 3D spherical geometry. More importantly,
parallel computing resources now allow us to explore data-assimilation tech-
niques to study the unique geologic history of deep Earth flow over the past
100 million years in high-resolution circulation models of the Earth’s interior.
Figure 1 shows a snapshot of the 3D temperature field in a data-assimilation
model of the mantle. Data-assimilation, of course, is a familiar tool, for exam-
ple, in numerical weather prediction models [Daley, 1991]. Most commonly the
assimilation is performed sequentially over one integration of the forward model.
But a more powerful approach to data assimilation exists through wvariational
methods [e.g., Courtier & Talagrand, 1987; Bennett, 1992; Wunsch, 1996]. Here
a numerical adjoint code and the forward model are solved iteratively. Un-
fortunately, 3D modeling of mantle convection when combined with powerful
numerical adjoint techniques comes at a heavy computational price. Weeks of
integration time are necessary to solve such problems even on some of the most
powerful parallel machines currently in use at national computing centers. Such
resources are out of reach for most individual research groups and scientific de-
partments.

While parallel computing is becoming ever more attractive, it is not eco-
nomically feasible on a department budget to invest in standard commercial
high-performance parallel machines sufficient to handle, for example, forward
and adjoint mantle circulation models at 10® (earth-like) Rayleigh number. The
spatial resolution in such a simulation is about 50 km throughout the mantle, in-
volving about 10,000,000 numerical grid points. However, it appears practical to
address such problems at the scientific department level by building cost-efficient
departmental supercomputers. Such low-cost departmental supercomputers are
based strictly on off-the-shelf PC-components interconnected with commodity
networks and exploit the price-advantage from mass-produced PCs. Efficient
parallelization tools (explicit message-passing, for example) are in place to ex-
ploit this architecture.



2 Mantle Convection Code

Mantle convection is governed by three equations that describe in turn the
conservation of mass, momentum and energy. Supplemented with a constitutive
law to relate stresses to velocity and an equation of state to relate density to
pressure and temperature the fluid dynamic problem is fully specified. In its
simplest form one ignores density variations everywhere except for the buoyancy
term in the momentum equation (the Boussinesq approximation, see Boussinesq
[1903]) and one adopts a linear constitutive law. In this case mass conservation
collapses into a volume conservation and the governing equations are written
as:
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Here the dependent variables are velocity u, pressure p and temperature
T. In addition, a is the coefficient of thermal expansion, (), is the specific
heat at constant pressure, H is the rate of internal heat production per unit
volume, g is the gravitational acceleration, x is the thermal diffusivity, p is
the density and v is the kinematic viscosity of the fluid. Note we dropped the
inertial and coriolis term from the momentum equation. Their absence distin-
guishes the slow creeping flow of the mantle (where viscous forces dominate)
from other perhaps more familiar geophysical flows such as ocean circulation or
the magneto-hydrodynamic flow problem of the core.

We solve the coupled non-linear equation system with a finite-element tech-
nique. Our numerical modeling code TERRA is a modified version of the vector
model introduced by Baumgardner [1985a]. The code is widely used for man-
tle convection studies. Under the NASA High Performance Computing and
Communication (HPCC) initiative the model was named a Grand Challenge
code in the Program of the Earth and Space Sciences, reflecting its efficient
performance on modern parallel machines. TERRA demonstrated sustained
parallel performance better than 100 Gflops (10! floating point operations per
second) in 1998. Documented public versions of these HPCC codes are available.

We discretize the mantle using a computational grid adopted from the atmo-
spheric community. The mesh is based on the regular icosahedron [ Williamson,
1968] and displays the remarkable property of providing an almost uniform tri-
angulation of the spherical surface. The icosahedral grid allows one to avoid the
‘pole-problem’ of conventional latitude-longitude grids, where narrow wedge-
shaped computational cells near the pole impose a severe Courant limitation on
the time step. Starting from the icosahedron the finite element mesh is built



recursively by splitting nodal distances in half and inserting new nodes at the
midpoints. Each time we repeat this process lateral resolution in the domain is
doubled. We thus achieve arbitrary degrees of mesh refinement. The icosahedral
discretization also yields a convenient data structure for our code. Combining
pairs of the original twenty icosahedral triangles to form ten diamonds on the
sphere we obtain ten logically rectangular blocks. The blocks are stacked such
that the spherical mesh is represented as one single logically rectangular prob-
lem domain. A sequence of icosahedral mesh refinements is shown in Figure 2a,
for three successive mesh resolutions on the two-sphere.

Solutions to the momentum balance are obtained from a multigrid approach
[Baumgardner & Frederickson, 1985b]. Multigrid [Brandt, 1977] is efficient in
obtaining fast iterative solutions to very large elliptic systems for which a direct
solve would be infeasible. The method’s key advantage is the optimal linear scal-
ing of computational expense relative to the number of numerical grid points.
This makes multigrid competitive in cost with the fast transform schemes (FFT)
available for spectral codes. We note high computational efficiency is essential
when solving global mantle flow problems that involve more than ten million
grid points. The nested structure of the icosahedral grid lends itself naturally
to multigrid, as each grid is a subset of the next finer grid level. One of the
more difficult problems in solving for mantle flow arises from the non-linear
energy transport. The small value of the thermal diffusivity (k = 10-%m?2/s)
requires numerical advection schemes with low numerical diffusion. We adopt
a second-order accurate version of the Multi Dimensional Positive Definite Ad-
vection Transport Algorithm (MPDATA) [Smolarkiewicz, 1984]. Benchmark
comparisons with other codes confirm agreement to better than 1% in global
and local flow diagnostics [Bunge, 1997].

3 Parallelization

We parallelize our model with publicly available message-passing software
in the MPI (Message Passing Interface) implementation. (A PVM - Parallel
Virtual Machine - implementation [Geist et al., 1994] is available also.) Stan-
dardization of the message-passing interface allows us to perform flow simula-
tions across a wide range of parallel platforms, including proprietary high-end
systems (IBM SP-2, CRAY T3E, SGI ORIGIN-2000) and clustered IBM-RISC
workstations [Bunge & Baumgardner, 1995]. Parallelization is accomplished
with a simple domain decomposition. Focusing on the ten diamonds that com-
pose the icosahedral grid we partition each block by powers of four. If four
processors are used, processor 1 works on the upper quarter, processor 2 on
the left quarter, processor 3 on the right quarter and processor 4 on the lower
quarter of each block. Hence each processor works on one quarter of the global
problem domain. Although this does not minimize domain boundaries the algo-
rithm lends itself to an efficient recursion, where each subdomain itself is split
into a further set of four subdiamonds to yield a total of sixteen subdomains. In
Figure 2b we illustrate the scheme. Shown here is the spherical shell with one



of the ten diamonds moved to the foreground. The grid is decomposed into six-
teen subdomains and a color scheme is used to show the mapping to individual
processors. The process can be further repeated, separately for the upper and
the lower hemisphere, to achieve arbitrary domain decompositions in powers of
two. Most of the work within each subdomain is performed independently of
the others, with communication limited mostly to the exchange of boundary
data among nearest neighbors. This local communication property assures high
parallel efficiency.

4 Cluster Components and Cost

Global mantle flow studies depend on modern parallel computers. Tak-
ing mantle convection simulations with 10 million finite element grid points
(to approximate the dynamic regime of vigorous mantle convection) as repre-
sentative, about 8 GigaByte (GB) of main memory and an effective system
performance of about 10 Gflops are needed to complete at least one convec-
tive overturn per day. It is not economically feasible for an individual research
group or a scientific department to obtain this performance from traditional
supercomputers. However, the requirement is well in reach of dedicated PC-
clusters. Such systems are called Beowulf, after the initial Beowulf PC-cluster
project at the Goddard Space Flight Center [http://www.beowulf.org]. In 1999
we used funding from the National Science Foundation (NSF) to build a clus-
ter of high-end Pentium-II machines for large-scale geophysical modeling at
the Geosciences department of Princeton University. The system builds upon
experience we gained in assembling and operating a smaller Beowulf cluster
at the Départment de Modélisation Numérique of the Institute de Physique
du Globe in Paris (IPGP) in 1997. Targeted as a departmental supercom-
puter our configuration allows faculty and students from a variety of Geo-
sciences disciplines to perform large-scale simulations. Hardware and soft-
ware configuration of our system is publicly available on the world-wide web
[http://www.geophysics.princeton.edu/Geodynamics).

Our cluster, aptly named the Geowulf, includes 67 dual-processor 350 Mhz
Pentium-IT workstations, each equipped with 256 MegaByte (MB) of ECC RAM
and 17 GB of IDE disc-space. A dual-processor configuration maximizes the
price performance ratio of our system, albeit at the cost of a somewhat lower
per-processor performance if both processors are applied. The configuration
also allows some additional flexibility for those codes that require very large
per-processor memory. In addition to the compute nodes we include 1 dual-
processor 350 Mhz Pentium-II front-end machine with 256 MB of ECC RAM
and 50 GB of disc-space for centralized system software and user home direc-
tories. We also provide one direct link from the cluster to our main student
computer room via a workstation having a dual-processor 350 Mhz Pentium-II,
1 GB of ECC RAM and 50 GB hard-disc. This machine is used primarily as
a graphics workstation, where simulation results are viewed with graphics soft-
ware packages such as AVS or PV3. All compute nodes were custom designed



and built for performance and reliability using high-end components. We relied
on a local manufacturer (Davis-System [http://www.davisys.com]) in Princeton
offering onsite-warranty to assure a maximum uptime of our system.

The graphics workstation is directly linked from our student computer room
to the cluster. Thus simulations can be post-processed on the same platform
that generated the data. We find this greatly facilitates our handling of large
data-volumes. Adding two Extreme Networks modular switches (uplinked with
two Gigabit Ethernet connections) each with 48 non-blocking wire-speed rout-
ing 10/100 BaseT Ethernet ports we connected the cluster. We used Linux
(Red Hat version 5.2) as the UNIX operating system, installed both PVM and
MPICH, and purchased the Fortran90 compiler of the Portland group — to pro-
vide compatibility with with their well-established compilers on SGI and Cray
hardware — together with the AVS visualization package for the graphics work-
station. The price for this configuration was 128,699 dollars in 1999. Table 1
summarizes the Geowulf configuration, while a photo of the cluster is shown in
Figure 3 together with the Geowulf logo.

hardware price/unit[$] | price[$]

(as of May 1, 1999)

68 Dual processor 350 Mhz Pentium-IT
workstations, with 17 GB IDE hard disc
and 256 MB ECC RAM @ 1,699 108,800

2 Extreme Networks modular switches
with 48 non-blocking wire-speed routing
10/100 BaseT Ethernet ports @ 5,000 10,000

1 Dual processor 350 Mhz Pentium-II
graphics workstations, with 50 GB IDE
hard disc, 1000 MB ECC RAM and

ViewSonic 21”7 color monitor @ 4,000 4,000
miscellaneous parts @ 5,000 5,000
software price/unit[$] | price[$]
1 PGHPF-workstation F90-compiler @ 399 399

1 AVS-workstation license @ 500 500
total 128,699

5 Cluster Performance

We explore the parallel performance of our cluster configuration by docu-
menting the speed-up of the mantle code on up to 128 processors relative to
single processor performance. Because the parallel performance scales with the
surface to volume ratio of the problem subdomain, we include results for three
different global mesh resolutions. The coarse resolution includes 185,130 grid



points and discretizes the mantle with a nodal distance of 200 km everywhere.
About 125 MB of main memory is needed to solve this system. Our medium
resolution case includes 1,394,250 grid points and discretizes the mantle with a
nodal distance of 100 km. 1 GB of main memory is required to solve the prob-
lem. The fine resolution case includes 10,816,650 grid points and discretizes
the mantle with a nodal distance of 50 km. This fine resolution allows us to
approximate the dynamic regime of mantle convection. It is thus of great geo-
physical interest. About 8 GB of main memory are required to solve the fine
resolution case. We note in passing that another doubling of the grid point res-
olution would be needed to fully resolve the lithosphere, i.e. the upper thermal
boundary layer of the mantle which is broken up into tectonic plates, thus fur-
ther increasing the required memory by the required memory by another factor
of eight. This resolution should become available in next generation Beowulf
clusters.

SINGLE-CPU ETHERNET-CONFIGURATION

SPEED-UP FOR 3 RESOLUTIONS

Number of processors | coarse | medium | high
1 1.00 1.00 | 1.00
4 2.97 3.19
8 5.86 7.17
16 9.54 12.41
32 17.75 25.49
04 34.13 | 46.20
128

- T T- T

SPEED-UP FOR 3 RESOLUTIONS

Number of processors | coarse | medium | high
1 1.00 1.00 | 1.00
4 2.42 2.50
8 4.90 5.97
16 6.99 8.94
32 14.79 19.24
04 22.76 | 38.73
128 83.22

Table 2: Speed-up for single (top) and dual-processor (bottom) Ethernet con-
figuration for three mesh-resolutions (see text). The high-resolution case can
be measured only on 64 and 128 processors due to per-processor memory limi-
tation. One-processor speed for the medium and high resolution case is scaled
from one-processor speed of the coarse resolution case.

Speed-up results for one processor per node in our cluster (the ‘single-cpu’
configuration of our system) are summarized in the top part of Table 2. Since



our parallel machine provides 68 dual-processor nodes, results are shown for
using up to a total of 64 processors. The coarse resolution case (i.e. the case
having the most unfavorable surface to volume ratio and thus the highest paral-
lel overhead arising from communication and from ghost-cells along the problem
subdomains) exhibits a parallel efficiency about 55% on 32 processors. As ex-
pected this value improves as we either reduce the number of processors or
increase the global problem size, because parallel overhead relative to compu-
tation becomes less important. Looking at our high-resolution calculation (the
case of greatest geophysical interest) parallel efficiency approaches 72% on 64
processors. Using both processors per node (the ‘dual-cpu’ configuration of
our system) we document our speed-up in the bottom part of Table 2. Not
surprisingly parallel efficiency relative to the single-cpu results drops for this
configuration, because both processors share access to memory via a single sys-
tem bus. However, we find the performance penalty does not exceed 20 %.

INGLE-CPU MYRINET-CONFIGURATION
SPEED-UP FOR 3 RESOLUTIONS

Number of processors | coarse | medium | high
1 1.00 1.00 | 1.00
4 3.45 3.54
8 7.21 7.47
16 10.87 13.10 | 12.96
32 22.09 27.70 | 28.17
04 41.55 | 47.06
128

- T- T

SPEED-UP FOR 3 RESOLUTIONS

Number of processors | coarse | medium | high
1 1.00 1.00 | 1.00
4 2.84 2.92

8 6.10 6.23

16 9.28 10.00 | 10.04
32 19.60 23.10 | 23.51
04 34.80 | 38.84
128 83.49

Table 3: Speed-up for single (top) and dual-processor (bottom) Myrinet con-
figuration for three mesh-resolutions (see text). The high-resolution case can be
measured only on 16 up to 128 processors due to per-processor memory limita-
tions. One-processor speed for the medium and high resolution case is scaled
from one-processor speed of the coarse resolution case.



It is instructive to compare these speed-up values to results obtained on a
cluster connected with more expensive fiber optical network. We show this ad-
ditional performance measure of our code (single and dual-cpu configuration)
in Table 3. We verified these results on the Rockhopper Linux cluster at the
Advanced Computing Laboratory (ACL) of the Los Alamos National Labora-
tory (LANL). Rockhopper is based on dual-processor 500 Mhz Pentium-II nodes
each having 1 GB of main memory.

Looking first at the coarse resolution case on 32 single processors, our most
communication intensive calculation as noted above, the performance gain from
using Myrinet interconnect is substantial. The speed-up increases from a value
of 17.75 (Ethernet on Geowulf) to 22.09 (Myrinet on Rockhopper), implying the
parallel efficiency increased from 55% to 69%. The performance gain shrinks
as we move to higher resolutions, in line with reduced communication burden
relative to computation. Indeed, the speed-up for our high resolution case on
64 single processors increases only marginally from 46.2 (Geowulf) to 47.06
(Rockhopper), confirming that the high-speed network has little overall effect
on execution of this coarse grained parallel problem. Using both processors per
Rockhopper-node, the performance penalty relative to single processor mode
remains below 20 %, as expected from our results of the Ethernet-Geowulf con-
figuration.

We conclude this section on performance measures with one additional bench-
mark of great interest. We measure the absolute execution time of our high
resolution calculation on the Geowulf relative to the absolute execution time of
the same problem on a Cray T3E - named jsimpson - operated at the NASA
Goddard Space Flight Center. Jsimpson’s nodes are based on Alpha EV5 (300
Mhz) processors. We verified in independent performance evaluations that our
mantle code executes at a peak sustained performance of 86 Mflops (86 x 105
floating point operations per second) per processor on jsimpson. Note this value
was obtained after our code was optimized for the T3E architecture. Comparing
a 64 ’single-processor’ configuration of the Geowulf to a 64 processor partition
of jsimpson, we find the cluster performs at 84 % of the T3E speed, or about
72 Mflops per Geowulf node. The same evaluation for using 128 processors on
the Geowulf yields a performance 75% of the T3E speed. The aggregate perfor-
mance of our cluster on 128 processors thus is about 8.2 Gflops for the mantle
code.

6 Conclusions

For the past 2 years we have operated a 138 processor Beowulf cluster for
large-scale geophysical modeling at Princeton’s Geosciences department. The
machine displays nearly 100% system uptime and serves as a departmental su-
percomputer to perform a range of geosciences simulations, including compute
intensive variational data-assimilation calculations for global mantle convection
studies. We observe parallel efficiencies of better than 70% and an aggregate



system performance of 8.2 Gflops. At a total system cost (in 1999 dollars) of $
128,699 this translates into a price-performance ratio of $ 15.69 / Mflops. We
conclude that cost-efficient Beowulf clusters are a viable strategy to perform
large-scale geosciences simulations at the scientific department level.
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GEMLAB 1
Initial Condition (stage 119)
a)

Figure 1: (A) Cut-away of the 3D temperature field for a geodynamic initial
condition model [Bunge et al., 1998]. Blue is cold, and red is hot. Present-day
plate boundaries give geographic reference. Narrow hot zones near the surface
reflect passive mantle upwelling at the Izanagi, Farallon, and Phoenix spreading
centers, while the prominent cold downwelling in the cross-sectional view results
from Izanagi and Farallon plate subduction in the Northwestern Pacific. (B)
Same as (A) but after the 119 Ma through present-day plate motion record
has been imposed. The major difference to (A) lies in the more complicated
downwelling structure, which reflects the history of subduction beneath the
Northwestern Pacific. (C) Plate boundary map for the 119-100 Ma plate motion
stage. Arrows indicate plate motion. The length is proportional to plate speed.
The ancient Izanagi (IZA), Farallon (FA) and Phoenix (PH) plates occupy most
of the pacific basin. (D) Same as (C) but for the present-day. The Izanagi,
Farallon and Phoenix plates have largely disappeared.
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Figure 2: Derivation of the icosahedral mesh on the two-sphere with two suc-
cessive mesh refinements (top). Spherical shell decomposed into sixteen subdo-
mains (bottom). One of the ten logical blocks is moved into the foreground.
Blue to red color values denote the portions of the mesh mapped respectively
to sixteen processors.
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Figure 3: Photo of the Geowulf (top). The system is based on 68 commodity
dual-processor PCs arranged around 2 Ethernet Switches shelfed in the main
computing room of Princeton’s Geosciences Department. Geowulf Logo (bot-
tom) with high resolution mantle convection calculation.
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